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Capability, cost, and latency form a design trade-off to optimize deliberately

Seta service- level target
first; then choose a

11 Capability, cost, and latency form a
design trade-off to optimize deliberately

T the context window set what
the model can process in one interaction

into sound project

g builds a model; inference applies it to each request

R4 e
Tok The is the Contextis a product design
pieces of text model's working set constraint

" Decide what o include, summariz

the mode sees the

nzation vries by
age.

03 Tokens and the context window set
what the model can process in one
interaction

Prompting steers a model now, while fine-
tuning changes behavior through training

Fine-tuning

® >
Training changes model The distinction changes
ters

Inference applies the trained
model project choices

parameters 1

model

04 Training builds a model; inference
applies it to each request

Hallucinations are plausible but unsupported
outputs, so systems need multiple reduction layers
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Agents repeat plan-act-observe loops,
with memory treated as managed state
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safety, and operational control testable
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